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HAAOOPTETTT ettt st en e eeneseen s esneseen s eeneseenessenasesnesens 2
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FEA AT ZRIBAT IR oottt seee 15
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P ECPSEITIE <vvvveveeeeeeie ettt 16
FEEZEE oottt 16
FEPETCE I oottt 16

FB B HAGO0OP ZZ 2 T 31 oottt ettt ettt es st en s s s s s e e eaeaes 16
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#iR Hadoop

Hadoop &4/

Hadoop /& —SEHL I MapReduce i B4R 8 1 FF Y8 70 A I AT W FEHE 2L, A5 Bh T
Hadoop, £/ 4 AT LR FA LS 5 o0 A NIFATRE Y, WS84T T ENIERE L, se i 500
ITHE

Hadoop <4414

WHRAYRX Hadoop AR, T IHIXLL 4 R URELVF H- 24 BE T, Google File System. Google
Map/Reduce #%4. lucene . Nutch. FTE =f6. =itH %, fA1#55 Hadoop A & BIR B
IR AR, JEK Hadoop EEATUIIL 23T, FRALCLLR R 4k 4E T i e s .

Hadoop FJZEH

JeJT Hadoop, fRIFIMAHAEA, fRIAIFE A 10TB IEasE, EAIMEMLS
MRS L, X EARKEE], IR A A S B SRR Ao —/NR] S g K Bl A7 ik
LA L, RN A EAIFAT S, R ORI B U ]

B
mdatan | | IR SR E Y 100mB/sFHR
IRELTBRYEER I/ hELL |
B
W dataA
W other
7 .
ﬁﬁn \\\\
W dataA | g RS 100 REE |
W other P HITIER 1% TRV ¥R R E S T a1
,-f’f}f’
100 |
W datah 1
H other

TR T S AR R A A, — SRR, ORI — AR T E



R 52 %, Hadoop A4 £ 4t HDFS (Hadoop Distributed Filesystem) $2fit 7 —Fh g e 77 2.
FAb—A IR ] FEAT S AR T A R UE IE AP, 83 MapReduce FZRFEART AT DA
XA, [T S 2, Hadoop #&HE T —MasE L =AM T RS, 1Efifith HDFS 5K
B, 7 HTH MapReduce SEHL, XML T Hadoop MIA% 0o IEE .

HDFS

HDFS SERFE MM AL, DUEHE- T/EFEHE1T, B 1 MAFRT A (NameNode) Fi
N M5 R (DataNode) o HIRJE SLILR R KA DI RI e, SR 531X Le AR EAN [F] 1Y)
DataNode . N T &HHHE R, WANPULHE G2 476 /E A R DataNode . NameNode
EHM RG], SRS IR T 20, X BT DL TELS DataNode
3RS, PLK % DataNode HIMRE(E B . T K & Hadoop £ B Y fi] 1k A1 &

Client
TCPIP 11 NameNode | Metadata
Metworking
DataMode DataMode DataMode DataMode

Replicated data blocks
HDFS PN (5 8 A 2E T-hrvfEf TCP/IP HMii, NameNode &K#iK 4451 DataNode MI5E
0Bk (heartbeat) VHE. & THEEGAE — k™, NameNode 7] DURRHEX AR 46
UE R e g AN HAh SO R G oc B . W DataNode ANfE & IE O HEYH B, NameNode #fRHX
BRI, EHERAAEZ TS EEZKBI. B2 HDFS 1 4K R & it 3 B
http://hadoop.apache.org/common/docs/current/cn/hdfs_design.html

MapReduce



MapReduceit &z

split 0 split 1 split 2
’ , .
@ reduce reduce
part O part1

A T R MapReduce %ﬁﬁjﬁﬁ?ﬁ%ﬂ‘]ﬁﬁ, XA MapReduce H T F S 17 1
B, W REARE S N TN AR, AN (ECE TN B R 7 SR T ) —

(R — B E T ENL) AT A BRI AE R T S5 R, AR R I e i) 25 R S K
45 AT &I, TR A EE R .

THERARZ 002 Map FT Reduce PNBREL, XPRANEREH A P 5T, DR 4%
— 58 WML PR 3 NP <key, value> X854l 55 — Nl —Ht <key, value> X% . T E &
—AME HLE) MapReduce -, SEELFEG T ThRE



WeduceﬁiﬁﬁD

Taobao is a great website, is it not?

Taobao is a great website, is it not?
Map Worker Map Worker
Taobao 1 website 1
is 1 is 1
a 1 it 1
great 1 not 1

Reduce worker

Taobao 1
a 1
great 1
is 2
it 1
not 1
website 1

AAAFITRE

Hadoop W% Ai X IFATIBHA — MENF1EH JobTracker, T &A1 # L & )
TaskTracker, JobTracker 7] LLizAT FEERFFE— G115 HL L. TaskTracker 51 ST HATAES:, A0
1217 T DataNode |-, Bl DataNode REAEUIEAFf4h m, IR LA, XFEN] Lk %
PEAEM 2% E LS, PRI INEH 573K . JobTracker # Map f£45F1 Reduce f£55%
KGN TaskTracker, 1bXEEAT 5 IATIEST, HATRBESZHIBITHNL . WRE—
TaskTracker [ |, JobTracker 24 A1 57 T 5552040 1 — N2 NI TaskTracker EEHT
1B17,



MapReduce A 4RFE

—ANEHL) MapReduce FEF 75 B =FEA T
1. SEH Mapper, AbFRFN <k, v>XT, F A E)gh R

2. SZHL Reduce, XTHfajgs i TIZH, fiHmA&s
3. 1E main AR GETEN, L job, 7EIX HIEH] job WAIE1TEE .

SRk

& —4 maven T

e maven SR T, FH E C© = &/ m2eclipse THELE eclipse B 68 57 fir 24T BLAIEE .

I\ hadoop & #it

NEICLY

<dependency>
<groupld>org.apache.hadoop </groupld>
<artifactld>hadoop-core </artifactld>
<version>0.20.2</version>

</dependency>

<repositories>
<repository>
<id>cloudera</id>
<url>https://repository.cloudera.com/content/groups/public</url>
</repository>
</repositories>

</project>

7£ pom.xml AN LL ENZE, 1847 mvn eclipse:eclipse i ¥ )5, K LFES N eclipse, 7] LLE
B LA AH S A o




=, Referenced Libraries
E‘E ant-1.6.5.jar - M2_REPCh\ant\ant),
o commons-cli-1.2jar - M2_REPOY
o commons-codec-1.3.jar - M2_RE
& commons-el-1.0jar - M2_REPO:
o commons-httpelient-3.0.1.jar - M

o commons-logging-1.0.3,jar - M2

% commaons-net-1.4.1jar - M2 _REP
@: core-3.1.1jar - MZ_REPO\orghec

E)
o

[

hadoop-core-0.20.2,jar - M2_REF
hsqldb-1.8.0.10,ar - M2 REPO!h:

jasper-compiler-3.5.12jar - M2 _F

=
=

B

[

jasper-runtime-5.5.12,jar - MZ_RI
jets3t-0.7.1jar - M2_REPO\net\jar
jetty-6.1.14jar - M2_REPO\org'm
jetty-util-6.1.14,jar - M2_REPO\or
jsp-2.1-6.1.14 jar - M2_REPOY\org
jsp-api-2.1-6.1.14,jar - M2_REPC
junit-4.5jar - M2_REPOYjunit'junit
kfs-0.3jar - M2_REPO\net\sfikos

oro-2.0.8.jar - M2_REPO\oro\orc

=
=

1810

=

MR RN RE RN

E)
o

&0 B B 6

servlet-api-2.5-6.1.14.jar - M2_RE

xmlenc-0.52,jar - M2_REPOxmlel

——

Ok, HUFETFHAFATEH —> MapReduce F8FF, FHIZAMEF LA 80Tt ThRE

%5 Map K

ARHE I H.2.

public class WordCountMapper
extends Mapper<Object, Text, Text, IntWritable>{
private final static IntWritable one = new IntWritable(1);
private Text word = new Text();
public void map(Object key, Text value, Context context
) throws IOException, InterruptedException {
StringTokenizer itr = new StringTokenizer(value.toString());
while (itr.hasMoreTokens()) {
word.set(itr.nextToken());

context.write(word, one);

}

Mapper #% &M, 7 4 MERKISERA, 72565E map KBRS, A
{6, F o, S . B LT AR B, S ABERCA T 2 CSRPMARERAT A SR P I
BT E, FreA2ng), SAER—FOOKR, oy e, o EOy B EUR



WIS TREEEME Hadoop FLE 1 H O —E 1T H T WM& T I AK AL,
A REAE N B java 287, X EEESLE org.apache.hadoop.io flH15E X, FI{EF A Text 2
BUFH 24T java 1) String 287, IntWritable 8 AH 24T java [ Integer 257, Btz b, BA
BUEA A G2, — IR IR A R fa B

%5 Reduce K

ARG i 3.

public class WordCountReducer extends
Reducer<Text, IntWritable, Text, IntWritable> {

private IntWritable result = new IntWritable();

public void reduce(Text key, Iterable <IntWritable> values, Context context)
throws IOException, InterruptedException {
int sum = 0;
for (IntWritable val : values) {
sum += val.get();
}
result.set(sum);

context.write(key, result);

}

[A#E, Reducer # L HIVUNEXSHEEMFEE T reduce BB AR G 28, 78 B
FIB 7, N BE A ], B AR B B R, R R BRI AT B,
i) B

7E X job

ONENELYS

public class WordCount {
public static void main(String[] args) throws Exception {
Configuration conf = new Configuration();
String[] otherArgs = new GenericOptionsParser(conf, args).getRemainingArgs();
if (otherArgs.length != 2) {
System.err.printin("Usage: wordcount <in> <out>");
System.exit(2);
} R LTRAELN |

Job job = new Job(conf, "word count"); * T _ T " _ _. i

| 247E hadoop HEEF LIBITIRALE, FHEAEACATEM—A jar SCMF
i (hadoop & AEEERE T KIXAN ), il job ] setlarByClass ¥ B —
MK, hadoop HRARIXANEIKBIFTER] jar UM




job.setMapperClass(WordCountMapper.class); o e )
. . - > N
job.setCombinerClass(WordCountReducer.class); ! B 2 m‘ap

! combiner. reduce &%

_______________________________

job.setReducerClass(WordCountReducer.class);

job.setOutputKeyClass(Text.class); : ¢ & map F reduce BRI i
1

DI AN G A

job.setOutputValueClass(IntWritable.class);

FileInputFormat.addlnputPath(job, new Path(otherArgs[0])); i
1
FileOutputFormat.setOutputPath(job, new Path(otherArgs[1])); 2
ORI
o el At g
System.exif(job.waitForCompletion(true) 2 0: 1), i HEAZEMY HFEEFFE 5t i

}

1E I s R FRA T B N AY, 2R R FRAT 1A BRIA 1Y TextinputFormat, £1X 304
A, AT SR SO D) E B InputSplits, 3 H]  LineRecordReader ¥ InputSplit i #T ik
<key,value> XTI, key SEATTEXMFHMIALE, value R XXHFHII—AT.

B ESER— MapReduce F2/7 X 4 5, (HEWFLEE DMREFEERTE Iz
1TEA, T EEYE Hadoop M HABAIR .

MapReduce JlJiz

F MRUnit % 5 5ol
MRUnit /& — X i Couldera A &) FF & K% [ 14T %+ Hadoop A 4% 'S5 MapReduce F Gl FIHELE .

Al LA MapDriver B30 Map, ] ReduceDriver H.44Mi Reduce, | MapReduceDriver
i MapReduce 1E V.

I\ mrunit #K#5

ARG 7 H5.

<dependency>
<groupld>com.cloudera.hadoop</groupld>
<artifactld>hadoop-mrunit</artifactld >
<version>0.20.2-320</version>

<scope>test</scope>

</dependency>




B Map

AR5 He.

public class WordCountMapperTest {

private Mapper mapper;

private MapDriver driver;

@Before
public void init(){
mapper = new WordCountMapper();

driver = new MapDriver(mapper);

@Test
public void test() throws IOException{
String line = "Taobao is a great website";
driver.withInput(null,new Text(line))
withOutput(new Text("Taobao"),new IntWritable(1))
withOutput(new Text("is"), new IntWritable(1))
withOutput(new Text("a"), new IntWritable(1))
withOutput(new Text("great"), new IntWritable(1))
withOutput(new Text("website"), new IntWritable(1))

.runTest();

}

| T A 91 73 ik MapDriver F withinput Al withOutput 2H 2 map & £ 7 Fir N\ B8 A A3 A5 7Y
(e, Wi runTest 5L AT MEML, MRS & 2 2SI i MappRi 5. Iliz 4T @il .

B4R, Reduce

AR i 7.

public class WordCountReducerTest {

private Reducer reducer;

private ReduceDriver driver;

@Before

public void init(){
reducer = new WordCountReducer();
driver = new ReduceDriver(reducer);

}
@Test




public void test() throws IOException{
String key = "taobao";
List values = new ArrayList();
values.add(new IntWritable(2));
values.add(new IntWritable(3));

driver.withInput(new Text("taobao"), values)

withOutput(new Text("taobao"), new IntWritable(5))

.runTest();

}

] A Map e B 5 RN, AAADTE B 3 i fjreduce B %L, K reduce
PRECSC BN e, RIERAT B B A Ju<taobao, [2,3]>, MIHIfF45 R N<taobao, 5> Ml iz 1T
j@ﬁO

M3 MapReduce

ARHEIE 8.

public class WordCountTest {
private Mapper mapper;
private Reducer reducer;

private MapReduceDriver driver;

@Before

public void init(){
mapper = new WordCountMapper();
reducer = new WordCountReducer();

driver = new MapReduceDriver(mapper,reducer);

@Test

public void test() throws RuntimeException, IOException{
String line = "Taobao is a great website, is it not?";
driver.withInput("",new Text(line))
withOutput(new Text("Taobao"),new IntWritable(1))
withOutput(new Text("a"),new IntWritable(1))
withOutput(new Text("great"),new IntWritable(1))
withOutput(new Text("is"),new IntWritable(2))
withOutput(new Text("it"),new IntWritable(1))
withOutput(new Text("not"),new IntWritable(1))
withOutput(new Text("website"),new IntWritable(1))

.runTest();




E

X RFA TR MapReduceFI1E V., if it MapReduceDriverJwithinput#s)i& map e %A
BME, EidwithOutputidigireduce AL B . SRMAALIDIE H4 , XKIEATIlR
A 7w, I E A Edjunite WS B, RS 6 2R

2010-11-5 11:14:08 org.apache.hadoop.-mrunit.TestDriver
lookupExpectedValue

f*# : Received unexpected output (not?, 1)

2010-11-5 11:14:08 org-.apache._hadoop.-mrunit.TestDriver
lookupExpectedValue

f# : Received unexpected output (website,, 1)

2010-11-5 11:14:08 org-.apache._hadoop.-mrunit.TestDriver validate
f“H# : Missing expected output (not, 1) at position 5

2010-11-5 11:14:08 org-.apache._hadoop.-mrunit.TestDriver validate
f=H#H : Missing expected output (website, 1) at position 6

EHTFREE T8, AdEEREGHEANZREN, FIHEAME S0, A
H runTest J73%, T2 run J7EEIREUM RS R, FRERIIAR 45 FRAHELEL,  mrunit 4244
T org.apache.hadoop.mrunit.testutil.ExtendedAssert.assertListEquals % B35 5K Wr 5 4 1 45
R BRUERARMT.

AL 59,

@Test
public void test() throws RuntimeException, IOException{
String line = "Taobao is a great website, is it not?";

List<Pair<Text,IntWritable>> out = null;

out = driver.withInput("",new Text(line)).run();

List<Pair<Text IntWritable>> expected = new ArrayList<Pair<Text,IntWritable>>();
expected.add(new Pair(new Text("Taobao"),new IntWritable(1)));
expected.add(new Pair(new Text("a"),new IntWritable(1)));

expected.add(new Pair(new Text("great"),new IntWritable(1)));

expected.add(new Pair(new Text("is"),new IntWritable(2)));

expected.add(new Pair(new Text("it"),new IntWritable(1)));

expected.add(new Pair(new Text("not"),new IntWritable(1)));

expected.add(new Pair(new Text("website"),new IntWritable(1)));

org.apache.hadoop.mrunit.testutil. ExtendedAssert.assertListEquals(expected, out);

}

MUz tr, WA, 4 7RIS ER,

java.lang.AssertionError: Expected element (not, 1) at index 5 != actual element (not?, 1)

W7 5 2o SE R A5 R not? AR FA TR Bnot, AT Ak B AT B 2K IR P
LA N7y B AT R FE R kAT I DL, Peis, KL —bug, EEBSUE. XA
A ek 7R TR A, BARE, R N EIME RS, MR T E
B AR L1817, ASRATIN R AR e T .



1Z4T MapReduce Job #4748 BIMR

I F T A A RATAT LR 25 % MapReduce #E47 BTN, IXIRWEE, AT LLECRH

KL — AR 0] 8. R R IeRE ANE, FATTRE X MapReduce 1F 55 #1782 1%
M, BEHHMTERNNR, S EA UMK MapReduce 1ENVFE hadoop HE#fhiz T K.

#ER T

PL windows 3355 A1)«
vooaedkjdk, WEFETE R JAVA_HOME A jdk %235 H 3%
v $Cygwin, % EE BV RO B IR Bl openssh - Net IR, 2% SE UK
cygwin/bin i A 5547 & path.
V' Wik ssho FTH cygwin 24T,
24 sshd:
$ ssh-host-config
JE 3] sshd Jilk55:
$ net start sshd
For 25 1] % 5% localhost:
$ ssh localhost
v F# % E M hadoop A, sUBLIERE T AL, WEHERZ 0.20.2 A, %
conf/hadoop-env.sh, EUIJAVA_HOME HNjdkZZ % H 5% .
v 4711 MapReduce 1E\. FATH maven ) assembly fEf4- K AR 4T 60, .

%75 %10, FCE maven assembly-plugin

<build>
<plugins>
<plugin>
<artifactld>maven-assembly-plugin</artifactld>
<configuration>
<descriptorRefs>
<descriptorRef>jar-with-dependencies</descriptorRef>
</descriptorRefs>
</configuration>
</plugin>
</plugins>
</build >

7F pom.xml DAL EBCE, 1E4T mvn assembly:assembly @725 7] LLFT 6 T .

BB TR

Fral: BENE. BEFET. AFEAS) hadoop #HFE, HTHIK, HEARH hadoop



http://www.cygwin.com/�
http://hadoop.apache.org/common/releases.html�

BB HRRIIE DL, R SCFF—A reducer.

1847753

$ bin/hadoop jar --config standalone path/xx.jar WordCount input output
H--config 18 AT A E Hx ORBIHECE H 30444 standalone, & 0.20.2
FRASIZA SO R AT LU H e, ARG E SO

WordCount JyELEIZAT/E L main BREHIIIZE, WRAELFEN L4,

Input ST T TBCE fi N\ B ST

output NI I H K, 1EIZAT job BT FRIEZ H FAMELE, BN HkEs.

Dy A s AT IR

Frmi: 68, JH3) hadoop AT A HEFE (41 NameNode, DataNode, TaskTracker, JobTracker,
SecondaryNameNode), 47t HL hadoop LEREIR 1L

B &

conf/core-site.xml

<configuration>
<property>
<name>fs.default.name</name>
<value>hdfs://localhost:9000</value>
</property>
</configuration>

conf/hdfs-site.xml

<configuration>
<property>
<name>dfs.replication</name>
<value>1</value>
</property>
</configuration>

mapred-site . xml

<configuration>
<property>
<name>mapred. job.tracker</name>
<value>localhost:9001</value>
</property>
</configuration>

2o A A RS

$ bin/hadoop namenode —format



J& %) hadoop #EF2
$ bin/start-all.sh

KGR, WUiE L Furl
NameNode - http://localhost:-50070/
JobTracker - http://localhost:50030/

WRRAE I, Kt logs H i TG F &4 B 5.

RS N SCF R A 21 7045 2O 2 4t
$ bin/hadoop fs -put local input

iB17
$ bin/hadoop jar path/xx.jar WordCount input output

o i
$ bin/hadoop fs -cat output/*

% 1khadoopit 2
$ bin/stop-all_sh

&N ABIT IR

e 2608, 2 hadoop FIZr A sCAERE, JH T i 0 IR B AT 48 At
KT 5840 A s T MR # i v] JLCluster Setup.

5 IR 55

FEHEAR T ATZEAT hadoop 1RV A W) Rt Sl it BAIAR AR X AN I R E B Ak ik
— B :

T E (HERHASCIE. JA3) hadoop HEFESE) ->IaAT/RAb->Ha0 25 R ER T 25 A A% bL->
e BRI SR A o

FEIBATH SN A 75 2555 18 LA 1A i

M FE . FEF BRI, 4E5 oA .

B NG : AE ST I BATTRT DUR 7 2y AL i — 25 /N BB, oAyt 25 R mT DUR B (O 7
W, EAESR RN NSO R L E A KT, Bl 175 EAT HAI R & A R A B 1]
A, TR, BT RO

St oyt BATHEXS A U7 B AR A, AN REM A R ARSI, F AR
H 85 B R BEAT IR b AT RN R B R e L, R G R0l I H S s 7


http://localhost:50070/�
http://localhost:50030/�
http://hadoop.apache.org/common/docs/current/cluster_setup.html�

XAl fEB e ARRIZAT, HEBEES Gl L, A MERIUZ L H SR
i3 A X AN BRATAT LA BhScribe TR o [IRE, o 45 RAL AT RE vl B 4dle, Qo v 2000) Ut
AT /M, X AT RE R ELE R 2R g S T MapReduce (55 R 734 S

fE i Eclipse 814

FEITRRIRIE RS, & ER AR AT 6, ISATE55 e il it iy & 50 web FHII & A 12174 1 A2 job
BATHEOL, XA LK B, R eclipse #i i AT DL IXANERE, 7 (81

i RAR

Hadoop FY eclipse plugin R hadoop K AT it — it 4r & , % hadoop % % H 3¢\
contrib\eclipse-plugin T 7] AR EZAd 1. R SRR KA SEF eclipse 3.5, KFIILEAE
eclipse3.5 M UL EARAIZAT, FTEMAMES. BSTENTT:

YmiE: src\contrib\eclipse-plugin\src\java\org\apache\hadoop\eclipse\launch\
HadoopApplicationLaunchShortcut.java

i ~ME

//import org.eclipse.jdt.internal.debug.ui.launcher.JavaApplicationLaunchShortcut;

import org.eclipse.jdt.debug.ui.launchConfigurations.JavaApplicationLaunchShortcut;

B e EE JEE hadoop H AT ant package HHTHTH eclipse #iff: -

BB UG WG 4% D13 eclipse\dropins\hadoop\plugins H 3% K 52 %22 % .

I E S5 M

{8 %€ Hadoop R HF
&) Preferences  — e ]2

type filter text Hadoop Map/Reduce =g Ty
> General . . : :
y o Hadoop installation directory:  Dtwoark\tools\hadoop-0.20.2 Browse...
APT Editor

> Data Management

> Groovy

! i—i;acioop Ma p{'ﬁeauce |


http://www.cloudera.com/blog/2008/11/02/configuring-and-using-scribe-for-hadoop-log-collection/�

FTHF Map/Reduce ¥ & .

"Window”->"Open Perspective”->"Other”->“Map/Reduce”.
“Window”->"Show views”->"0Other”->"Map Reduce Tools”->"Map/Reduce locations”.

rf‘_jProjeclE =3 =0 = ;IME 3 —\v =0

- \.&n outling is not available, )
£ DFS Locations

i Location e

New hadoop location...

#rE Hadoop location

E_New Hadoop i

Define Hadoop location

Define the location of a Hadoop infrastructure for running MapReduce applications.

General | Advanced parameters

Location name: hadoop

Map/Reduce Master DFS Master

W M/E M
Host: localhost @ use M/ aster host

Host: | localhost

Port: 9001 Port: gooq

User name: yedu

SOCKS proxy
[C] Enable SOCKS proxy

Host: | host

Port: | 1080




DFS A B 3 5 SC 44

R_ﬁprojed Explorer % = <===(>| ¢ - =0 =8 EE Qutline 2 ¢ - =0
= DFS Locations An outline is not available.
M hadoop
= (@
& tmp (1)
= hadoop-yedu (1)
= user (1)
= taobao-hz (1)
(= yedu (1) = . =
] 8
& input (1) (. Map/Reduce Locations &3 ]
Location Master node State Status
| m hadoop localhost
V—a
14T MapReduce 1E)N
|J] WerdCountjava &2 Save Ctrl+S = O[5 Outli
public class WordCount { Open Declaration F3 I
= public static void main(String[] args) throws Except Open Type Hierarchy F4 b
Configuration conf = new Configuration(); Open Call Hierarchy Ctrl+Alt+H 8
String[] otherArgs = new GenericOptionsParser Show in Breadcrumb Alt+Shift+B | e
T I=
IfS(OiherArgSJe_ngth".U 21 d ¢ <i Quick Outline Ctrl+O
ystem.err.prin n("Usage: wordcount <in> <d Quick Type Hierarchy T
System.exif(2); .
} Show In Alt+Shift+\W »
Job job = new Job(conf, "word count™); Cut Crl+X
job.setlarByClass(WordCount.class); Copy Cirl+C =
J:ob.setMappngIass(WordCountMapper.cIass);l Copy Qualified Name
J_0b.setC0mb|nerCIass(WordCcuntReducer.clas P oy
job.setReducerClass(WordCountReducer.class);
job.setOutputkeyClass(Text.class); Quick Fix Cirl+1
job.setOutputValueClass(IntWritable.class); Source Alt+Shift+5 »
FileInputFormat.addinputPathjob, new Path{ot Refactor Alt+Shift+T » ||
FileOutputFormat. setOutputPath(job, new Path Local History »
System.exitf(job.waitForCompletion(true) 70 : 1 -
el References 4 3 I p—
7' Map/Reduce Locations &3 et '
Location Master node [ Add to Snippets...
m hadoop localhost Groovy Refactor »
Find Bugs »
Run As 3 hﬁ 1 Run on Server
Debug As » 2 Java Application

Profile As

» | M 3Runon Hadoop



4 (=] DFS Locations
4 M hadoop
4= Q)
I (= tmp (1)
4 (= user (1)
4 = taobao-hz (1)
4 (= yedu (2)
b (= input (1)

I (= output (1)

[J] WordCountjava 5

= O[5 Outline 52 =0

public class WordCount {
public static void main(String[] args) throws Exception {
Configuration conf = new Configuration();

if (otherArgs.length != 2) {
System.errprintn("Usage: wordcount <in> <out=");
System.exif(2);
}
Job job = new Job(conf, "word count");
] ]

String[] otherArgs = new GenericOptionsParser(conf, args).getf

i PhRERY oW

# comtachaohadoop.example

‘= import declarations

®, WordCount
of main(String[]) : void

' L F——

7 Map/Reduce Locations % =] Conso\e]

o fMi~0

Lacation Master node
4 m hadoop localhost
§ job 201011071219 0004

State Status

SUCCEEDED  Maps: 1/1 (10} Reduces: 1/1 (10)
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