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1. JDK fx4"1.7.0_01"

2. Cygwin——fE 25 % 4%

3. Eclipse SDK Al A 3.3.2

4. Hadoop ffitA~ hadoop-0.20.2

5. windows 7

AHREE G L ERCAR, Rl i2 hadoop WA Eclipse A, G R (IHETL, A —5E ik
o $27~: hadoop0.20.2 hiiA I Eclipse ffift A& 3.3.2 [ eclipses Eclispe Wit A = A
AEIZ1T. 54, hadoop 0.20.203 fRAER cygwin $5HL A bug, AREJH3) jodtracker.
S

1. %3 JDK 1 Cygwin

Jdk R4/ RS 250 B ERIR: jdk M2t H R R BRI, PIEAZH .
1. F# cygwin [1] setup.exe FEATTELE 3%, setup hRAR: 2.764

1.1 install from Internet

1.2 ¥ cygwin Fef faidd, Hubik A AN 4%

1.3 Direct Connection

1.4 1%+ down site (W 55 163:  mirrors.163.com)

1.5 JFofife 5% 75 222 e i A A

1.5.1  Net Category I[P~ OpenSSL(E Z)

5. 9pl-1 &¥Feep min ] 323k openssh:
0.9.8¢-1 i¥Eeep nia ] 39Tk openssl:

1.5.2  Base Category I sed

4.2.1-1 &¥Eeep nia ] 191k =ed:

1.5.3  Editor Category F[¥] vim
T.3.393-1 &¥Eeep i [] TSBk wim: Vi IMp
T.3.393-1 &¥Feep nn [ 5,987k wim—common:

1.5.4  Devel Category ] subversion
1. T.3-2 &FrEeep nin [ 1,584k subversion:

1.5.5 Sl =PI T EIF RS, —AWR, S E R g,
1.6 It B RGBT
JAVA_HOME=C:\Java\jdk1.7.0 01



CLASSPATH=.;%JAVA HOME%\lib\dt.jar;%JAVA HOME%\lib\tools.jar
PATH=%JAVA_HOME%/bin;%JAVA_HOME%/jre/bin;C:\windows\system32\;
1.7 BINGO Hi /e i3 &
PATH=D:\study\cygwin\bin;D:\study\cygwin\usr\bin

2. 7E cygwin %23 ssh

2.1 4T7F cygwin 25~ F A BRI ) &L, $HESRORmUAAH RPN i ik, RS 80
-1

2.2 N4 ssh-host-config JFAATL & ssh. 18 % 7] @ “ should privilege separation be used?”
[F1% no, HABKHZEGA, ESWRERENRGRS, BI& .

2.3 fE B - “Mess” BT CYGWIN sshd 55 .

2.4 W SSH = #h 8

PATEL T A4
ssh-keygen A= A HL % HH
cd ~/.ssh/

cp id_rsa.pub authorized keys

KM cygwin, HFFHFTHF cygwin. 2R ssh localhost %4

2.5, £ cygwin HFICIEHAT A4 ssh localhost, #£7~, Connection closed by 1. 1X &4
PR 1) 7

fRL T 1. i BAT services.msc2. £i## CYGWIN sshd—J@PE—& 3%
IR —— B K P —— W i —— 1 R—— LRI A —— IR BRI 1 44 (e ATh
AN —RdE s Bl 2, TEBAUAREERZ) —HE. 3. BHE
CYGWIN sshd R 7],

2.6 T4 sshlocalhost 1E

3. Hadoop

AIT: cygwin HE 2K windows A AR E /cygwin/ B3R T o XA H 5N BSOS
JiIX windows RGEH) ¢ fiE, d A

Rtk GnfRAE windows H 3K FHIERAE/E o\ 1.txt

W4, 1 linux H 3N FERAT 2 /cygdrive/c/1.txt

3.1 fi# )% hadoop #| D:\study\hadoop-0.20.2

3.2 BiE hadoop

3.2.1 Bt & conf T hadoop-env.sh

# The java implementation to use. Required.

export JAVA_ HOME=/cygdrive/c/Java/jdk1.7.0_01

1845 %P4 export Hif [H] FI7ERE



3.2.2 435I sre FHY core, hdfs 1 mapred =4~ H 3% N core-default.xml, hdfs-default.xml
A mapred-default.xml # V12| conf H 5 7351l & # 451 H 5% 7 (1) core-site.xml, hdfs-site.xml
1 mapred-site.xml
3.2.3 4u#H core-site.xml
<name>fs.default.name</name>

<value>hdfs://localhost:8888</value>
3.2.4 4% mapred-site.xml

<name>mapred.job.tracker</name>

<value>localhost:9999</value>

3.3 %304k namenode, cd #| bin H3% T
i

$ ./hadoop namenode —format

3.4 JFJ3 hadoop

TS

Jstart-all.sh

3.5 #rifi hdfs S

/hadoop fs —Is /

3.6 N T IMEEAN AR B IER TAE, "TRUIFE A cygwin & FHKIKAT
./hadoop namenode

./hadoop secondarynamenode

./hadoop jobtracker

./hadoop datanode

./hadoop tasktracker

W5 datanode H 7], E. 3 D:\tmp\hadoop-BinGo\dfs\data #1ixX ™ H &M 17! B Hi G50 .
4. BCE eclipse &4

£ hadoop 3] hadoop-0.20.2\contrib\eclipse-plugin H =x T % 3%
hadoop-0.20.2-eclipse-plugin.jar &

4.1 Fiddifh# D12 eclipse [1 plugins H % o
4.2 FTFF eclipse, Window -> Open Perspective -> Other 1%+ Map/Reduce. | 74 H

vadoc | & Map/Reduce Locations &3 B Console| S8 M T
fe

Master node Ctate

localhost

4.3 i 77 # New Hadoop location.. it & — F{E &




Define Hadoop location

Define the location of a Hadoop infrastructure for running MapReduce
applications.

. General || Advanced parameters

Location name: localhost

Map/Reduce Master DFS Master

s oealhast Use M/R Master host

Host: | localhost

Port: 9999 Port: BEEE

User name: BinGo

SOCKS proxy
[ Enable SOCKS proxy

Host: | host

Port: | 1080

4.4 Window -> Preferences 1% “Hadoop Map/Reduce”, riifi“Browse...” % Hadoop
o B AR o

EANPREIBATHERITLR, RELEH TR IHEFEK hadoop i H A 1ib H 3% T
Hjar LHINFAN

4.5 BRVIGE RS R. BrE, MBRERAEFHEE refresh — X H 3%

4 (= DF5 Locations
4 B% localhost
4 = (1)
4 (= tmp (2)
> = hadoop-BinGo (1)
4 = hello ()
4 = Exon (2]
> = logs (1)
= part-r-00000 (694.0 b, r3)

= FileToMatrixjava (1.1 Kb, r3)

5. W hadoop 3%
5.1 #d—/> Map/Reduce Ti H, ik WordCountjava. yE: Git AR HRIAEE




4 =] DFS Locations

4 % localhost
4 = (1)
4 = tmp (2]
» = hadoop-BinGo (1)
4 = hello ()
4 = Exon (2)

> = _logs (1)
|=| part-r-00000 (694.0 b, r3)
|=| FileToMatrixjava (1.1 Kb, r3)
4 =4 MyHadoopTest
4 [ cre
+ 8 (default package)

] WordCount.java
» @, JRE System Library [jdik1.7.0_01]
- & xmlenc-0.52jar - D¥\study\hadoop-0.20.24ib

> & slfdi-log4j12-1.4.3 jar - DAstudyhadoop-0.20.24ib
- ) sdj-api-1.4.3.jar - DA\study\hadoop-0.20.2\ib

WordCount.java fXA:
import java.io.IOException;
import java.util.StringTokenizer;

import org.apache.hadoop.conf.Configuration;

import org.apache.hadoop.fs.Path;

import org.apache.hadoop.io.IntWritable;

import org.apache.hadoop.io.Text;

import org.apache.hadoop.mapreduce.Job;

import org.apache.hadoop.mapreduce.Mapper;

import org.apache.hadoop.mapreduce.Reducer;

import org.apache.hadoop.mapreduce.lib.input.FileInputFormat;
import org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;
import org.apache.hadoop.util.GenericOptionsParser;

public class WordCount {

public static class TokenizerMapper
extends Mapper<Object, Text, Text, IntWritable>{

private final static IntWritable one = new IntWritable(l);
private Text word = new Text ();

public void map (Object key, Text value, Context context
) throws IOException, InterruptedException {
StringTokenizer itr = new StringTokenizer (value.toString());
while (itr.hasMoreTokens()) {
word.set (itr.nextToken()) ;
context.write (word, one);



public static class IntSumReducer
extends Reducer<Text, IntWritable, Text, IntWritable> {
private IntWritable result = new IntWritable();

public void reduce (Text key, Iterable<IntWritable> values,

Context context
) throws IOException, InterruptedException {

int sum = 0;

for (IntWritable val : values) {

sum += val.get();

}

result.set (sum) ;

context.write (key, result);

public static void main (String[] args) throws Exception {

Configuration conf = new Configuration();
String[] otherArgs = new GenericOptionsParser (conf,

args) .getRemainingArgs () ;
if (otherArgs.length != 2) {

System.err.println ("Usage: wordcount <in> <out>");
System.exit (2);
}
Job job = new Job (conf, "word count");
job.setJarByClass (WordCount.class) ;
job.setMapperClass (TokenizerMapper.class) ;
job.setCombinerClass (IntSumReducer.class) ;
job.setReducerClass (IntSumReducer.class) ;
job.setOutputKeyClass (Text.class) ;
job.setOutputValueClass (IntWritable.class) ;
FileInputFormat.addInputPath(job, new Path (otherArgs[0]));
FileOutputFormat.setOutputPath(job, new Path (otherArgs[1l]));
System.exit (job.waitForCompletion (true) 2 0 : 1);
1

1

52 BEBEBITSH

Run As -> Open Run Dialog... £+ WordCount #2)¥, 7t Arguments HIC B i&1T 4L :

/tmp/hello/FileToMatrix.java /tmp/hello/Exon

5.3 i&17

Run As -> Run on Hadoop 1%+ 2 HITC B 4 /) MapReduce 121735, s di“Finish”ig 1T



Ei Problems 1&:’] Tasks [ @ Javadoc [{};3 Map/Reduce Locations [E Console 33"“-...1\_

S

=terminated= WordCount [Java Application] C\Javaljdkl.7.0_01\bin\javaw.exe (2012-2-25

12/02/26 20:07:17 WARBN conf.Configuration: DEPRECATED: hadoop-sitdg
12/02/26 20:07:18 INFO input.FileInputFormat: Total input paths td
12/02/26 20:07:19 INFO mapred.JobClient: Running job: job 20120224
12/02/26 20:07:20 INFO mapred.JobClient: map 0% reduce 0%
12/02/26 20:07:27 INFO mapred.JobClient: map 100% reduce 0%
12/02/26 20:07:338 INFO mapred.JobClient: map 100% reduce 100%
12/02/26 20:07:41 INFO mapred.JobClient: Job complete: job_ 2012022
12/02/26 20:07:41 INFO mapred.JobClient: Counters: 17

12/02/26 20:07:41 INFO mapred.JobClient: Job Counters

12/02/26 20:07:41 INFO mapred.JobClient: Launched reduce taskd
12/02/26 20:07:41 INFO mapred.JobClient: Launched map tasks=1
12/02/26 20:07:41 INFO mapred.JobClient: Data-local map tasksS
12/02/26 20:07:41 INFO mapred.JobClient: FileSystemCounters
12/02/26 20:07:41 INFO mapred.JobClient: FILE BYTES READ=537
12/02/26 20:07:41 INFO mapred.JobClient: HDFS EYTES READ~1098
12/02/26 20:07:41 INFO mapred.JobClient: FILE BYTES WRITTEN=15
12/02/26 20:07:41 INFO mapred.JobClient: HDFS BYTES WRITTEN=6S
12/02/26 20:07:41 INFO mapred.JobClient: Map-Reduce Framework

6. ZHUHEH

http://www.cnblogs.com/hiddenfox/archive/2011/11/26/2264461.html

http://blog.csdn.net/yanical/article/details/4474991

http://blog.csdn.net/hongweigg/article/details/7197662

http://www.tech126.com/eclipse-hadoop/

Hadoop JF K& A 1'14% T].pdf
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