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ip6-localhost ip6-loopback
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1. % hadoop H /2
sudo addgroup hadoop
2. % hadoop H J
sudo adduser -ingroup hadoop hadoop
3. %5 hadoop F 7 M INALFR .  FTFF/etc/sudoers A
sudo gedit /etc/sudoers
# User privilege specification

root ALL=(ALL:ALL) ALL
fhadoop ALL=(ALL:ALL) ALLJ




=. 7£ ubuntu T£&% JDK

1. F# jdk-6u37-linux-i586.bin, F#J5JH H 3 N: /home/ (/744 ) /Downloads/
2. fE/ust/ N#r# java H3%: sudo mkdir /usr/java
3. BEUICH R E H ake
sudo cp /home/baron/Downloads/jdk-6u37-linux-i586.bin /ust/java
4. Fljusr/java H 5 N HEBOUHFAR, iz v listT:
sudo chmod u+x jdk-6u37-linux-1586.bin
5. BATIZCAF: sudo /jdk-6u37-linux-i586.bin . E I, usrjava/HFE FEA 4
bin XA jdk1.6.0 37, LLRARE 5 1 [E) 44 SCF % .
6. 1 profile FECE jdk FAEEAEE : sudo gedit /etc/profile, FF7ESCAY A& 5 in L

UNJUT, e, TRAF:

export JAVA__HOME=/usr/java/jdk1.6.0_45

export PATH=$JAVA_HOME/bin:$PATH

export

CLASSPATH=.:3JAVA HOME/lib/dt.jar:$JAVA_ HOME/lib/tools.jar

RAFHE K source /etc/profile
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echo SPATH HEMEA 5
java -version o java FIRCAR

AN
=

AN
=

L §§ ssh HE%

ssh AT DA STHUE LG SR BT, LA TT LLZ % SLAb M G VR
%% openssh-server:
sudo apt-get install ssh openssh-server

1. #HIAERH P AR hadoop, AS-A AT T I B iy & #4545 8 hadoop FH /7

su -hadoop

hadoop@dubin-ubuntu: ~

dubin@dubin-ubuntu:~$ su - hadoop
Password:

hadoop@dubin-ubuntu:~$ |


http://www.oracle.com/technetwork/java/javase/downloads/jdk6u37-downloads-1859587.html

2. f# ssh-key, XHEIFRHAMIE rsa 73
ssh-keygen -t rsa -P ""

hadoop@node1:~$ ssh-keygen -t rsa -p ""
Generatina public/private rsa kev pair.
Enter file in which to save the key (/home/hadoop/.ssh/id_rsa):
Created directory ‘/home/hadoop/.ssh'.
Your identification has been saved in /home/hadoop/.ssh/id_rsa.
Your public key has been saved in /home/hadoop/.ssh/id_rsa.pub.
The key fingerprint is:
15:18:90:7e:06:9f:8c:29:61:45:10:75:94:a2:af:a7 hadoop@nodel
The key's randomart image is:
+--[ RSA 2048]----+
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3. HAN/.ssh/H3F, ¥ id rsa. pub iBNF] authorized keys L,
a6 E A authorized keys XCAFHT:
cd ~/.ssh
cat id rsa.pub >> authorized keys

4hadoop@node1:~$ cd ~/.ssh

hadoop@nodel:~/.ssh$ cat id_rsa.pub >> authorized_keys

(GERZ Ja ST CATCBEhE E s AN 1)
4. Fx 1pca1host

hadoop@node1:~/.ssh$ ssh localhost

The authenticity of host 'localhost (127.0.06.1)' can't be established.
ECDSA key fingerprint is 72:14:e1:75:14:ed:a3:2c:b6:37:43:f3:0f:21:db:48.
Are you sure you want to continue connecting (yes/no)? yes

Warning: Permanently added 'localhost' (ECDSA) to the list of known hosts.
Welcome to Ubuntu 12.04.5 LTS (GNU/Linux 3.2.0-67-generic x86_64)

* Documentation: https://help.ubuntu.com/

New release '12.10' available.
Run 'do-release-upgrade' to upgrade to it.

The programs included with the Ubuntu system are free software;
the exact distribution terms for each program are described in the
individual files in Jusr/share/doc/*/copyright.

Ubuntu comes with ABSOLUTELY NO WARRANTY, to the extent permitted by
applicable law.
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exit
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1. & ILLE hadoop 7£ Downloads, & & il 2% 4% H 5% /usr/local/ T :
sudo ¢p /home/hadoop/Downloads/hadoop-1.0.4-bin.tar.gz /usr/local
2. f#J% hadoop-1.0.4-bin.tar.gz:
hadoop@nodel: /usr/local$ sudo tar -zxf hadoop-1.0.4-bin.tar.gz
3. WA H B SO R 244 O hadoop:
sudo mv hadoop-1.0.4 hadoop
4. ¥1Z hadoop SCHJE 1 J& 3 H P N hadoop:
sudo chown -R hadoop:hadoop hadoop
5. ¥JJF hadoop/conf/hadoop-env.sh 314
sudo gedit hadoop/conf/hadoop—env. sh
6. BC'E conf/hadoop-env.sh (% F|#export JAVA HOME-=..., % 45#, ARG L
AL jdk FIERAED -
export JAVA_ HOME=/usr/java/jdk1.6.0 45

# The java implementation to use. Required.
|export JAVA HOME=fusr/java/jdk1.6.0_45
I

7. FTF conf/core-site.xml 3 14::

sudo gedit hadoop/conf/core—site. xml

<?xml version="1.0"?>
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?>

<!-- Put site-specific property overrides in this file. -->

<configuration>

<property>
<name>fs.default.name</name>
<value>hdfs://localhost:9000</value>

</property>

</configuration>

8. #TJF conf/mapred-site.xml 31
sudo gedit hadoop/conf/mapred—-site. xml



2] *mapred-site.xml % |
<?xml version="1.0"?2>
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?>

<!-- Put site-specific property overrides in this file. -->

<configuration>

<property>
<name>mapred. job. tracker</name>
<value>localhost:9001</value>

</property>

</configurations|

9. ¥TJF conf/hdfs-site.xml 3 14::

{4 *hdFs-site.xml % |

<?xml version="1.0"?>
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?>

<!-- Put site-specific property overrides in this file. -->

<configuration>

<property>

<name>dfs.name.dir</name>

<value>/usr/local/hadoop/datalogl, /usr/local/hadoop/datalog2</value>
</property>

<property>

<name>dfs.data.dir</name>

<value>/usr/local/hadoop/datail, /usr/local/hadoop/dataz</value>
</property>

<property>

<name>dfs.replication</name>

<value>2</value>

</property>

</configuration>

10. 4T7F conf/masters LA, ¥ MNAE A secondarynamenode [ EHL44, 1EH
BHLRAES, X B HFIHES localhost H Ok T .

11. $TJF conf/slaves X, EIITEN slave FIENLH, —47—A. 1ENHAM
B, XEMRFEIEE localhost 5 Ok T
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hadoop@node1: /usr/local/hadoop$ bin/hadoop namenode -format

14/08/09 06:10:25 INFO namenode.NameNode: STARTUP_MSG:
/******1\'****1\'******************************************1\'*****

STARTUP_MSG: Starting NameNode

STARTUP_MSG: host = node1/127.0.1.1

STARTUP_MSG: args = [-format]

STARTUP_MSG: version = 1.0.4

STARTUP_MSG: build = https://svn.apache.org/repos/asf/hadoop/common/branches/b
ranch-1.0 -r 1393290; compiled by 'hortonfo' on Wed Oct 3 05:13:58 UTC 2012
***********i***********************t************************/

14/08/09 06:10:25 INFO util.GSet: VM type 64-bit

14/08/09 06:10:25 INFO util.GSet: 2% max memory 19.33375 MB

14/08/09 06:10:25 INFO util.GSet: capacity 2721 = 2097152 entries

14/08/09 06:10:25 INFO util.GSet: recommended=2097152, actual=2097152
14/068/09 06:10:25 INFO namenode.FSNamesystem: fsOwner=hadoop

14/08/09 :10:26 INFO namenode.FSNamesystem: supergroup=supergroup
14/08/09 :10:26 INFO namenode.FSNamesystem: isPermissionEnabled=true

14/08/09 :10:26 INFO namenode.FSNamesystem: dfs.block.invalidate.limit=100
14/08/09 :10:26 INFO namenode.FSNamesystem: isAccessTokenEnabled=false accessk
eyUpdateInterval=0 min(s), accessTokenLifetime=0 min(s)

14/08/09 06:10:26 INFO namenode.NameNode: Caching file names occuring more than
10 times

14/08/09 06:10:26 INFO common.Storage: Image file of size 112 saved in 0 seconds

14/08/09 06:10:26 INFO common.Storage: Storage directory /usr/local/hadoop/datal
ogl has been successfully formatted.
14/08/09 06:10:26 INFO common.Storage: Image file of size 112 saved in © seconds

14/08/09 06:10:26 INFO common.Storage: Storage directory /usr/local/hadoop/datal
0g2 has been successfully formatted.
14/08/09 06:10:26 INFO namenode.NameNode: SHUTDOWN_MSG:

/**********************************‘k1\'****1\'******1\'************

SHUTDOWN_MSG: Shutting down NameNode at node1/127.0.1.1
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3. JA 3} bin/start-all.sh:
bin/start-all.sh

hadoop@node1: /usr/local/hadoop$ bin/start-all.

starting namenode, logging to /usr/local/hadoop/Llibexec/../logs/hadoop-hadoop-na
menode-nodel.out

localhost: starting datanode, logging to /usr/local/hadoop/libexec/../logs/hadoo
p-hadoop-datanode-nodel.out

localhost: starting secondarynamenode, logging to /usr/local/hadoop/libexec/../1
ogs/hadoop-hadoop-secondarynamenode-nodel.out

starting jobtracker, logging to /usr/local/hadoop/libexec/../logs/hadoop-hadoop-
jobtracker-nodel.out

localhost: starting tasktracker, logging to /usr/local/hadoop/libexec/../logs/ha
doop-hadoop-tasktracker-nodel.out

4. ¥l hadoop A& 15 Ja BB -
jps
A Namenode, SecondaryNameNode, TashTacker, DataNode, JobTracker

FASHEREHUU ] hadoop BN IR B 4T T -

hadoop@nodel: /usr/local/hadoop$ jps
8041 SecondaryNameNode
8361 TaskTracker

7801 DataNode

8410 IJps
7557 NameNode
8124 JobTracker

2. http://os.b5lcto. com/art/201211/364167. htm
http://www. cnblogs. com/iuranus/archive/2012/11/10/2764319. html
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