
Structured Output Learning

Overview
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Structured Output Learning

Part III: Structured Output Learning

Part III: Structured Output Learning
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Discriminative Approaches
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Large Scale Methods
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Generalizing kernels

Finding the optimal combination of kernels
Learning structured output spaces
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Structured Output Spaces

Learning Task
For a set of labeled data, we predict the label.

Difference from multiclass
The set of possible labels Y may be very large or hierarchical.

Joint kernel on X and Y
We define a joint feature map on X × Y, denoted by
Φ(x, y). Then the corresponding kernel function is

k((x, y), (x′, y ′)) := 〈Φ(x, y),Φ(x′, y ′)〉.

For multiclass
For normal multiclass classification, the joint feature map
decomposes and the kernel on Y is the identity, that is

k((x, y), (x′, y ′)) := [[y = y ′]]k(x, x′).
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Context Free Grammar Parsing

Recursive structure

From Klein & Taskar, ACL’05 Tutorial
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Bilingual Word Alignment

Combinatorial structure

From Klein & Taskar, ACL’05 Tutorial
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Handwritten Letter Sequences

Sequential structure

From Klein & Taskar, ACL’05 Tutorial
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Label Sequence Learning

Given: Observation sequence

Problem: Predict corresponding state sequence

Often: Several subsequent positions have the same state
⇒ State sequence defines a “segmentation”

Example 1: Protein Secondary Structure Prediction
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Label Sequence Learning

Given: observation sequence

Problem: predict corresponding state sequence

Often: several subsequent positions have the same state
⇒ state sequence defines a “segmentation”

Example 2: Gene Finding

DNA

pre - mRNA

major RNA

protein

5' UTR 

Exon

Intergenic

3' UTR

Intron

genic

Exon ExonIntron
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Generative Models

Hidden Markov Models [Rabiner, 1989]

State sequence treated as Markov chain
No direct dependencies between observations
Example: First-order HMM (simplified)

p(x, y) =
∏

i

p(xi |yi )p(yi |yi−1)

Y1 Y2
. . . Yn

XnX2X1
. . .

Efficient dynamic programming (DP) algorithms
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Decoding via Dynamic Programming

log p(x, y) =
∑

i

(log p(xi |yi ) + log p(yi |yi−1))

=
∑

i

g(yi−1, yi , xi )

with g(yi−1, yi , xi ) = log p(xi |yi ) + log p(yi |yi−1).

Problem: Given sequence x, find sequence y such that log p(x, y) is
maximized, i.e. y∗ = argmaxy∈Yn log p(x, y)

Solution: Dynamic programming approach:

V (i , y) :=

{
max
y ′∈Y

(V (i − 1, y ′) + g(y ′, y , xi )) i > 1

0 otherwise
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Generative Models

Generalized Hidden Markov Models
= Hidden Semi-Markov Models

Only one state variable per segment
Allow non-independence of positions within segment
Example: First-order Hidden Semi-Markov Model

p(x , y) =
∏

j

p((xi(j−1)+1, . . . , xi(j))︸ ︷︷ ︸
xj

|yj)p(yj |yj−1)

Y1 Y2

. . .

Yn

X1, X2, X3 X4, X5

. . .

Xn−1, Xn (use with care)

Use generalization of DP algorithms of HMMs
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Structured Output Learning Hidden Markov Models & Dynamic Programming

Decoding via Dynamic Programming

log p(x, y) =
∏
j

p((xi(j), . . . , xi(j+1)−1)|yj)p(yj |yj−1)

=
∑

j

g(yi−1, yi , (xi(j−1)+1, . . . , xi(j))︸ ︷︷ ︸
xj

)

with g(yj−1, yj , xj) = log p(xj |yj) + log p(yj |yj−1).

Problem: Given sequence x, find sequence y such that log p(x, y) is
maximized, i.e. y∗ = argmaxy∈Y∗ log p(x, y)

Solution: Dynamic programming approach:

V (i , y) :={
max

y ′∈Y,d=1,...,i−1
(V (i − d , y ′) + g(y ′, y , xi−d+1,...,i )) i > 1

0 otherwise
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Discriminative Models

Conditional Random Fields [Lafferty et al., 2001]

Conditional prob. p(y |x) instead of joint prob. p(x , y)

p(y |x ,w) =
1

Z (x ,w)
exp(〈w,Φ(x , y)〉)

Y1 Y2
. . . Yn

X = X1, X2, . . . , Xn

Can handle non-independent input features

Semi-Markov Conditional Random Fields

Introduce segment feature functions
Dynamic programming algorithms exist
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Max-Margin Structured Output Learning

Learn function f (y|x) scoring segmentations y for x

Maximize f (y|x) w.r.t. y for prediction:

argmax
y∈Y∗

f (y|x)

Given N sequence pairs (x1, y1), . . . , (xN , yN) for training

Determine f such that there is a large margin between true and
wrong segmentations

min
f

C
N∑

n=1

ξn + P[f ]

w.r.t. f (yn|xn)− f (y|xn) ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

Exponentially many constraints!
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Joint Feature Map

Recall the kernel trick
For each kernel, there exists a corresponding feature mapping
Φ(x) on the inputs such that k(x, x′) = 〈Φ(x),Φ(x′)〉.

Joint kernel on X and Y
We define a joint feature map on X × Y, denoted by
Φ(x, y). Then the corresponding kernel function is

k((x, y), (x′, y ′)) := 〈Φ(x, y),Φ(x′, y ′)〉.

For multiclass
For normal multiclass classification, the joint feature map
decomposes and the kernels on Y is the identity, that is

k((x, y), (x′, y ′)) := [[y = y ′]]k(x, x′).
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

SO Learning with kernels

Assume f (y|x) = 〈w,Φ(x, y)〉, where w,Φ(x, y) ∈ F
Use `2 regularizer: P[f ] = ‖w‖2

min
w∈F ,ξ∈RN

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

Linear classifier that separates true from wrong labelling

Dual: Define Φn,y := Φ(xn, yn)− Φ(xn, y)

max
α

∑
n,y

αn,y −
∑
n,y

∑
n′,y′

αn,yαn′,y′〈Φn,y,Φn′,y′〉

w.r.t. αn,y ≥ 0,
∑
y

αn,y ≤ C for all n and y
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Special Case: Only Two “Structures”

Assume f (y|x) = 〈w,Φ(x, y)〉, where w,Φ(x, y) ∈ F

min
w∈F ,ξ∈RN

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, 1− yn)〉 ≥ 1− ξn

for all n = 1, . . . ,N

Dual: Define Φn := Φ(xn, yn)− Φ(xn, 1− yn)

max
α

∑
n

αn −
∑
n

∑
n′

αnαn′〈Φn,Φn′〉

w.r.t. αn ≥ 0, αn ≤ C for all n

Equivalent to standard 2-class SVM

Gunnar Rätsch (FML, Tübingen) MLSS07: Machine Learning in Bioinformatics August 22, 2007 118 / 197

http://www.fml.mpg.de/~raetsch
http://www.fml.mpg.de
http://agbs.kyb.tuebingen.mpg.de/wikis/mlss07


Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Optimization

Optimization problem too big (dual as well)

min
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

One constraint per example and wrong labeling

Iterative solution

Begin with small set of wrong labellings
Solve reduced optimization problem
Find labellings that violate constraints
Add constraints, resolve

Guaranteed Convergence
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

How to find violated constraints?

Constraint
〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

Find labeling y that maximizes

〈w,Φ(x, y)〉

Use Dynamic Programming Decoding

y = argmax
y∈Y∗

〈w,Φ(x, y)〉

(DP only works if Φ has certain decomposition structure)

If y = yn, then compute second best labeling as well

If constraint is violated, then add to optimization problem
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Algorithm

1 Y1
n = ∅, for n = 1, . . . ,N

2 Solve

(wt , ξt) = argmin
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Yt
n, n = 1, . . . ,N

3 Find violated constraints (n = 1, . . . ,N)

yt
n = argmax

yn 6=y∈Y∗
〈wt ,Φ(x, y)〉

If 〈wt ,Φ(x, yn)− Φ(x, yt
n)〉 < 1− ξt

n, set Yt+1
n = Yt

n ∪ {yt
n}

4 If violated constraint exists then go to 2

5 Otherwise terminate ⇒ Optimal solution
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Loss functions

So far 0-1-loss with slacks: If y 6= y, then prediction is wrong, but it
does not matter how wrong

Introduce loss function on labellings `(y, y′), e.g.

How many segments are wrong or missing
How different are the segments, etc
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Loss functions

So far 0-1-loss with slacks: If y 6= y, then prediction is wrong, but it
does not matter how wrong
Introduce loss function on labellings `(y, y′), e.g.

How many segments are wrong or missing
How different are the segments, etc

Extend optimization problem (Margin rescaling):

min
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ `(y, y′)− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

Finding violated constraints (n = 1, . . . ,N)

yt
n = argmax

yn 6=y∈Y∗
〈wt ,Φ(x, y)〉+ `(y, yn)

Gunnar Rätsch (FML, Tübingen) MLSS07: Machine Learning in Bioinformatics August 22, 2007 123 / 197

http://www.fml.mpg.de/~raetsch
http://www.fml.mpg.de
http://agbs.kyb.tuebingen.mpg.de/wikis/mlss07


Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Loss functions

So far 0-1-loss with slacks: If y 6= y, then prediction is wrong, but it
does not matter how wrong

Introduce loss function on labellings `(y, y′), e.g.

How many segments are wrong or missing
How different are the segments, etc

Extend optimization problem (Slack rescaling):

min
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn/`(y, y′)

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

Finding violated constraints more difficult
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Structured Output Learning Discriminative Approaches (CRFs & HMSVMs)

Problems

Optimization may require many iterations

Number of variables increases linearly

When using kernels, solving optimization problems can become
infeasible

Evaluation of 〈w,Φ(x, y)〉 in Dynamic programming can be very
expensive

Optimization and decoding become too expensive

Approximation algorithms useful

Decompose problem

First part uses kernels, can be precomputed
Second part without kernels and only combines ingredients
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Structured Output Learning Large Scale Approaches

Summary

Structured output learning problems frequently appear in
bioinformatics

Typically HMMs are used

New discriminative approaches exist

Conditional Random fields
Hidden Markov SVMs

Seem to outperform HMMs

Still not large scale (enough)

Tomorrow: Three applications

Spliced alignments
Gene finding
Analysis of resequencing arrays
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